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Abstract

This paper outlines a simple classroom exercise that encourages students to
think critically about different types of data. I ask students to make repeti-
tive forecasts for the rupee/dollar exchange rate. In each round of the game,
I release additional data. Some of this data is pertinent while some of it is
irrelevant or misleading. Classroom applications yield illustrative examples of
how more data usually improves forecasts, but not all data is equally help-
ful. Pre- and post-tests of student understanding suggest learning beyond the
“textbook” treatment of the role of information in forecasting.
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1 Introduction

Economics students today live in a data-rich world, and they will be expected to uti-

lize this abundance of data in their future careers. At the same time, many students

embrace the idea that more data is always better, without thinking critically about

its relevance or quality. These tensions, and the skills to cope with them, are cen-

tral to the push to increase information literacy in higher education. The economics

classroom is critical to these efforts by actively engaging students in evaluating the

sources and usefulness of economic data. In this way, we provide them the tools to

sort through the plethora of data and make better, more informed decisions.

To address this challenge, this paper designs and conducts an in-class exercise to

make undergraduate students think critically about the importance of data through

forecasting. The framework for the game is straightforward. In each round par-

ticipants make a forecast of a future nominal exchange rate, in this case the Indian

rupee/U.S. dollar exchange rate (henceforth rupee/dollar) for the day after the game.

Students begin the game with only their prior knowledge of exchange rates. In each

subsequent round of the game students receive more, but not always helpful, data.

Through this process they are forced to think about the role of data and how it

informs their forecasts.

The data generated during the experiment shows how more information generally

leads to more accurate forecasts, consistent with students’ expectations. However, it

also contains interesting deviations as misleading or irrelevant data leads to greater

uncertainty or decreases forecast performance. I augment the exercise with surveys

where students report their understanding of key concepts embedded in the exercise.

With respect to the role of data, students’ self-reported understanding increased

by 27%. While subject to many well documented limitations, the data measuring
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student outcomes lends credibility to the effectiveness of the exercise.1 I argue that

these gains should be seen as arising from the complimentary nature of this active

learning exercise.2

The central learning objective for this exercise is to force students to think crit-

ically about the data that they use to make their forecasts, both in terms of its

quality and quantity. While some elements of the exercise are particular to fore-

casting classes (loss functions, Delphi method, and forecast horizons), the exercise is

readily generalizable. A wide range of economic classrooms could benefit from being

asked to make forecasts based on different types and qualities of data.

Other papers in the literature on economic classroom games have focused on

having students make forecasts of exchange rates. For instance, O’Donnell (2012)

asks students to compete during the semester in forecasting a floating exchange rate.

The competition effectively engages students in using all different types of data and

methods throughout the term. However, in the current context, I specifically limit

the quantity and quality of data available so that I can prompt students to think

critically about its value. There are other studies, notably Hazlett and Ganje (1999)

and Hazlett (2008), that ask students to be decision-makers in the face of uncertain

economic conditions (the official exchange rate and inflation, respectively).3 My

exercises builds on these exercises by including a wider diversity of data that students

must critically evaluate. Finally, the first few rounds of this game seek to simulate

the Delphi method as in Riggs (1983) and Napier et al. (1977). These games are

1Allgood et al. (2015) provides a primer of the limitations in measuring learning outcomes.
2Dickie (2006) and Guest (2015) provide some discussion for the effectiveness of classroom games

in economics.
3There is a large pool of games for the economics classroom, though fewer for macroeconomics

than microeconomics. A few rescources for interested readers include Holt (1999), Brauer and
Delemeester (2001), the University of Virginia’s VeconLab, and the Economics Network on the
University of Bristol.
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nested inside the current game as one type of information that students can use to

make their forecasts.

The remainder of this paper proceeds as follows. Section 2 provides details for

conducting the exercise, including information about data releases and embedded

learning objectives. Section 3 documents the results of the game and provides an

analysis of students’ self-reported learning. Section 4 suggests for how this particular

game can be tailored to a variety of classrooms. Finally, Section 5 summarizes

important conclusions and contextualized the importance of this exercise.

2 Game Set-Up

This section outlines the set-up and implementation of the exercise. All forms refer-

enced in this section can be found in Appendix C.

2.1 Class context

I conducted the exercise in two sections of an upper-level forecasting course. Each

section had an enrollment of 24 students who were primarily Economics and Finance

majors. The only common courses to all students were Principles of Microeconomics

and Macroeconomics and Introduction to Statistics. Few students had taken econo-

metrics, and even fewer had an extensive background with time series. The exercise

embeds general learning objectives related to thinking critically about data as well

as class specific concepts. Across all of the learning objectives, this active learning

exercise is intended to augment a more traditional “textbook” treatment.

At first glance, the quantitative nature of the forecast objective (rupee/dollar

exchange rate), suggests a statistical approach to forecasting. However, this exercise
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is purposely designed to use forecasting as a way to engage students in thinking crit-

ically about data rather than implementing specific forecasting tools. Judgmental or

subjective forecasting best facilitates this process by allowing students to determine

the relative importance of their prior information, new data, and the quality of that

data. Further, it is consistent with the exercise being foundational in nature, even in

quantitative courses. For instance, I conduct the exercise in class during the second

week of the 16 week course, before students have learned about statistical forecasting

models. Moreover, these types of judgmental or subjective forecasts may be com-

petitive relative to more formal statistical models given the difficulty in predicting

short-run exchange rate fluctuations (i.e. Meese and Rogoff, 1983).

2.2 Exercise Details

The class period before the exercise, I inform students that we will be playing a

forecasting game in the next class. I tell them the game will focus on the role of

information in forecasting, and I explain the general outline of the exercise. I do not

tell them what they will be forecasting, so they do not have an opportunity to do

research ahead of time. This is one key distinction from other classroom forecasting

games like O’Donnell (2012). I purposefully limit students’ information sets to make

it is easier to see impacts of new information.

In each round, students make their forecast for the rupee/dollar for the following

day. They also report their confidence in their forecast on a scale of one (not at all

confident) to five (very confident). These numerical measures can be accompanied by

a short written explanation justifying their forecast. The first round of forecasts are

made based entirely on student priors, some of which may or may not be informa-
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tive.4 In subsequent rounds, I reveal new information (data), augmenting students’

information sets. I warn them that they will be left to interpret the usefulness of

any additional information.

The top two forecasters from each section win a prize (a $5 or $10 gift certificate

to a local restaurant). Within each round, I order forecasts from best to worst by

their absolute deviation from the actual exchange. The loss function for students in

the top half of the ordering is

L(et+1, ft, ct) = (et+1 − ft)
2/ct, (1)

where et+1 is the realized rupee/dollar exchange rate the following day, ft is the

student’s forecast of the exchange rate, and ct the student’s confidence level in their

forecast. Alternatively, students in the bottom half face a loss function of

L(et+1, ft, ct) = (et+1 − ft)
2ct. (2)

This evaluation can only occur after the class is completed since the forecast objective

is the exchange rate for the next day.

Note that “good” forecasters have their forecast errors scaled down by their con-

fidence, while “bad” forecasters have their error scaled up. This loss function incen-

tivizes students to be truthful about their confidence in their forecast as reporting

a high confidence level in a poor forecast leads to a larger error or less than a low

confidence level for an equally poor forecast. It also provides intuitive linkages to

the business world. For instance, imagine a forecaster preparing forecasts for sales

of a new, innovative product. Forecasting sales poorly after expressing a high degree

4The a priori information of students is discussed in Section 3.1.
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of confidence in the forecasts leads to losses for the company and reputational losses

for the forecaster. On the other hand, expressing less confidence in a poor forecasts

acknowledges the uncertainty of the forecast objective and may better protect the

forecaster’s future credibility. Because the loss function differs from the symmetric

examples in class (mean error, mean squared error, etc.), I walk students through its

implications and mechanics prior to them making any forecasts.

After introducing this material to students, I ask them to make their initial

forecasts. For the first round, I release no additional information about the exchange

rate. After each round of forecasts, an assistant enters the forecasts while I prepare

students to make their forecasts for the next round. This preparation consists of

introducing a new source of information. Table 1 provides a summary of the data

releases for each round.

The first five rounds of the game mimic a version of a forecasting technique

called the Delphi method. The method works as an information aggregator, where

participants, in this case students, make anonymous forecasts. These forecasts, or

a summary statistic of them, are then shared with the group who use this new

information to potentially amend their forecast. This process is typically iterated

until some statistic, like the mean forecast, converges.5 There are many variants of

the Delphi method or process which stem from its original development by RAND

Corporation’s work with the U.S. Air Force in the 1950’s (Linstone and Turoff, 1975).

The method continues to be an active area of inquiry in the forecasting and decision

science literature (Rowe and Wright, 2011).

One limitation of the Delphi method is particularly important in this case. The

effectiveness of the method largely relies on aggregating information from a group of

5Rowe and Wright (1999) document the effectiveness of this judgmental forecasting technique
for certain applications.
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Table 1: Data Releases by Round

Round Data

1 Priors only
2 Forecast from Round 1
3 Forecasts and mean from Round 2
4 Forecasts and mean from Round 3
5 Forecasts, confidences, and mean from Round 4
6 Japanese interest rates 1997-current
7 Average rupee/dollar exchange rate 2000-current
8 U.S./Indian interest rate differential 2000 - current
9 Monthly average rupee/dollar exchange rate 2000-2012
10 Monthly average rupee/dollar exchange rate 2000-2014
11 Monthly average rupee/dollar exchange rate 2000-current

“Current” refers to the most recent data available on FRED as of early February 2016. All data can
be found using the Federal Reserve Economic Database (FRED). Relevent web links are included
in Appendix A.

experts. Given that many students will have little experience with the rupee/dollar

exchange rate, the quality of this information aggregator is an important variable

for students to consider as part of this exercise. Subject to this cavaeat, the data

generated in the first few rounds of the game simulates real-world sources of data such

as market expectations or the Survey of Professional Forecasters. In round 5, I also

reveal students’ confidence in their forecasts paired with their forecasts (students are

still anonymous), deviating from equal treatment of forecasts in the Delphi method.

In rounds 6 through 8, I introduce new data that is irrelevant or intentionally

misleading with respect to forecasting the rupee/dollar exchange rate. This includes

time plots of Japanese interest rates (irrelevant), the U.S/India interest rate differen-

tial (relevant but misleading), and the historical rupee/dollar exchange rate (relevant
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but misleading).6 In the final three rounds of the game, I effectively shortened the

forecast horizon by introducing time plots of intervals of the rupee/dollar exchange

rate. This allows students to better extrapolate from recent trends. A more complete

accounting of the data released in each round can be found in Appendix A.

In preparation for the next class, I tabulate all of the results (forecasts and

confidence levels) and produce graphs for each section that show how the average

forecast and confidence level change each round. I use these visuals as the basis for

a discussion about how students evaluate different data sources and how elements of

the exercise connect with forecasting-specific concepts. This post-exercise discussion

is essential in that it allows students to reflect on the importance and applicability

of different types of data. In all, the game requires about 1 hour and 45 minutes,

inclusive of the initial informed consent discussion (required for research purposes),

the game itself, all learning surveys, and the follow-up discussion. Section 4 contains

possible adaptations that would significantly shorten the game for different classroom

contexts.

3 Results

This section documents two sets of results from the exercise. The first presents the

actual forecasts made by students and how students’ confidence evolved during the

exercise. This data constitutes the primary input into a productive post-exercise con-

versation about data and how to use it for decision making. The results underline

that more data generally leads to better forecasts, but that not all data is equally

helpful. In fact, without sufficient context, irrelevant data can lead to worse fore-

6Japanese interest rates could be marginally informative if a student had a deep knowledge of
U.S. and Indian interest rates relative to Japanese rates and could therefore make some inference
about the U.S. and Indian interest rate differential.
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casts. The second section presents data related to students’ self-perceived learning.

Students show learning gains with respect to using information in forecasting as well

as for course specific concepts like the Delphi method, loss functions, and forecast

horizons.

3.1 Forecasting Results

Figure 1 plots the average student forecast for the rupee/dollar exchange rate across

game rounds and sections. The true value of the exchange rate was 68.43 rupees

per dollar. Figure 1 is a key visual aid for the follow-up discussion. Clearly, as

students receive more information their forecasts approach the true future value of

the exchange rate. However, not all information is equally helpful or easy for students

to incorporate into their forecasts. It is important to discuss the gains in forecasting

along with students’ confidence levels throughout the game, particularly since both

enter into how students’ forecasts are evaluated. The confidence levels are plotted

in Figure 2. Taken together, these two images tell a compelling story about how the

exercise requires students to process data of different degrees of importance.

As outlined in the exercise details in Section 2.2, the forecasting gains in the

first four periods rely only on information about the forecasts made by others in

the class. This iterative process with anonymity of forecasts presents an application

of the Delphi method, and the resulting data provides a clear visualization of the

method’s effectiveness, despite the lack of “expert” opinion. In fact, 25% of students

made initial forecasts within 10 rupees/dollar of the true value, and about 14%

made forecasts within 5 rupees/dollar (across sections). The closeness of these initial

forecasts suggests that there was information to be aggregated through the Delphi

method.
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Figure 1: Forecasting Results across Rounds

Each line represents a section’s average forecast. The solid horizontal line was the true exchange
rate of 68.43 rupees per dollar. The initial difference between the sections is driven by a large
outlier in Section 1 (1000 rupees/dollar).

During the first 4 rounds, without any additional information beyond the priors

that were already incorporated into students’ forecasts, the average absolute forecast

error was reduced by 68% and 69% for Section 1 and 2, respectively. These gains

were driven by a decrease in the standard deviation of forecasts, with roughly 50%

of students revising their forecasts closer to the true value in the second and third

rounds. Moreover, revisions were made across the distribution. Not only were very

high forecasts revised downwards, but forecasts below the mean were often revised
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Figure 2: Confidence Levels across Rounds

Each line represents a section’s average confidence level. Although the arithmetic mean of an
ordinal measure is suspect, the average in this case facilitates the best understanding of how the
distribution of confidence changes, particularly for students. Plotting the median results in a similar
increase in confidence but hides the steady upward trend and small decreases in confidence.
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upwards. For example, Figure 3 shows how the distribution of forecasts changed for

one section between rounds 1 and 2. When the round 1 mean was released, students

above the mean lowered their forecasts, while some students below the mean also

increased their forecasts.

Figure 3: Incorporating Delphi Information

The figure uses data from Section 1 only. Forecasts are censored at 200 rupees/dollar to clearly
show changes in the lower end of the distribution. The vertical lines (solid and dashed) show the
first and second round means, respectively.

Even as forecasts improved and students become more confident throughout the

exercise, there were data releases that decreased forecast accuracy or increased the

uncertainty of students. The introduction of data relating to Japanese interest rates

13



from 1997 through 2015 in round 6 is one such case. This data is nearly useless

for forecasting the one-day ahead dollar/rupee exchange rate. Not only did this

information lead the average forecast to move further from the true value, it also

made students less certain about their forecasts in an attempt to mitigate forecast

errors according to the imposed loss function. This decrease in confidence is readily

visible in Figure 2 for both sections. In terms of their forecasts, one section incorrectly

interpreted the information (Section 1) while the other section opted to do little

revision to their previous forecasts (at least in the aggregate).

Round 7 seems to be when students started forecasting “well,” but aggregate

student forecasts hide subtle movements in the distribution. Round 7 introduced the

average exchange rate since 2000. The value, 49.1 rupees/dollar, is notably lower

than the true value of 68.43 rupees/dollar. For reference, a plot of the historical

rupee/dollar exchange rate is included in Appendix A. This information convinced

some high-forecasting students to dramatically lower their forecasts; however, it also

nudged some students who were already forecasting quite well, to lower their forecasts

away from the true value. The gains in average forecast performance early in the

exercise are quite consistent across rounds, especially in Section 2 where students

seemed more willing to incorporate Delphi information beyond the 3rd round.

Rounds 8 and 9 were also notable for their difficult and possibly misleading

information. From 2000 to early 2015 the interest rate differential between the U.S.

and India (Indian interest rates minus U.S. interest rates) was increasing. According

to a Principles-level application of exchange rate fundamentals, this would suggest an

appreciation of the rupee against the dollar, all else equal. On the contrary, the rupee

generally depreciated during this time.7 Again, this information made students less

7Interest rate differentials are typically considered important for long term movements in ex-
change rates.
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confident, as seen in Figure 2. Despite this, one section still improved its forecasts.

Round 9 was also slightly deceiving in that the exchange rate had hovered between

40 and 50 rupees/dollar without a clear trend between 2000 and 2012 before trending

upwards to its higher level in 2016.

In the final three rounds of the game, I effectively shorten the forecast horizon over

which students are making forecasts by introducing the time plot of the rupee/dollar

exchange rate over different time intervals. The decreasing forecast horizon continues

to increase students’ confidence in their forecasts. In total, the different types of data,

and applicability of the data to the rupee/dollar exchange rate, lend themselves to a

post-exercise discussion about how students cope with uncertainty and data in each

round. Figures 1 and 2 aid in that discussion by summarizing what was happening

across the class.

3.2 Learning Outcomes

I collected data on student learning using three surveys.8 Students completed sur-

veys before the exercise, after the exercise, and following the post-exercise discussion.

For each survey, students reported their level of understanding on a scale of 1 to 5

for the four learning objectives: the role of information in formulating forecasts, how

the Delphi method operates, how to use loss functions, and what a forecast horizon

means in terms of forecasting.9 The primary learning objective is how students un-

derstand the role of data and information in making good forecasts. The other three

learning objectives relate more specifically to forecasting. The data show statisti-

cally significant increases in students self-reported learning across all of the learning

8These “learning surveys” are included in Appendix C.
9I also collected qualitative learning data; however, open-ended questions had a much higher

non-response rate, leading me to focus on the quantitative measures.
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objectives.

Directly measuring critical thinking is difficult. In this section, the most direct

evidence is the self-reported learning scores for whether students better understand

the role of information in forecasting. The forecasts themselves are also an indirect

measurement of critical thinking. They show a convergence to the true value as

students update their previous forecasts in response to new data. The fact that thier

forecasts do not uniformly improve across rounds, illustrates how students struggle

to incorporate new information into their forecasts. Finally, I use the post-exercise

discussion to evaluate the degree to which students think critically about the data. It

also provides me a chance to model what I thought students should have considered

and allow students to elaborate on their own decision making processes. For instance,

students often discuss how knowledgeable their classmates are, which in turn affects

the value of Delphi information in the early rounds of the exercise. Taken together,

these three pieces allow instructors to determine whether the exercise forces students

to think critically about how data impacts their forecasts.

The data on student learning is an ordinal measure. For a given student, an

understanding of “3” is preferred to an understanding of “2.” Across students though,

I cannot ascertain whether Student A’s understanding of “2” is the same as Student

B’s. Despite this shortcoming, I felt that other instruments, for instance performance

on a multiple choice test, are impractical for repeated measurements of a learning

objective that is as multidimensional as critically thinking about the role of data.

Another challenge of such instruments is isolating the learning from the treatment, in

this case the exercise and follow-up discussion, from the “learning” associated with

taking the assessment multiple times.

Table 2 presents the primary evidence for the effectiveness of this active learning

exercise. It reports paired t-tests for the game, discussion, and overall. For ease
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in presentation, I have pooled the scores across sections.10 For instance, for the

primary learning objective related to the role of information, the exercise (Survey

1 to Survey 2) increased student’s self-reported learning scores by 0.70 points on

average. Students’ scores increased by another 0.21 points from the post-exercise

discussion (Survey 2 and Survey 3). Finally, the third column of results is the

overall gain (sum of exercise and discussion). According to the data, it is clear

that students self-reported learning scores increased during both the exercise and

discussion. While t-tests are not preferred for ordinal data, the results are robust to

other statistical tests, both parametric and non-parametric.11 I opt to use t-tests for

their easy interpretation. A visualization of these gains across surveys can be found

in Appendix B.

Some care should be taken in interpreting these results. First and foremost, they

do not show that this exercise is more effective relative to a typical textbook treat-

ment. In fact, I argue that these results are important in that they show the large

gains that can be made with active learning exercises in addition to in-class discus-

sions and textbook treatments of course-specific content. Second, I measure student

learning using a self-reported metric. This has obvious drawbacks. In particular, it

is a subjective measure of student learning. While students may not be able to best

evaluate how much they know, they are likely able to identify knowing more than

they did before. It is in this sense that I interpret these student learning measures.

One potential drawback of this approach is that students may overestimate their

initial level of understanding and potentially undermine any measured gains. Antic-

10A simple comparison of means across sections for each question and survey reveals few statistical
differences.

11I also used a Wilcoxon Sign-Rank test (differences in mean rank), a sign test (differences
in median), Repeated Measures ANOVA, Friedman test (non-parametric equivalent of repeated
measures ANOVA), and an ordered logit. Each of these alternative procedures has drawbacks in
terms of either interpretation and/or applicability to current data.
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Table 2: Learning Gains

Learning Objective Exercise (∆) Discussion (∆) Overall (∆) Overall (%∆)

Information 0.70*** 0.21** 0.91*** 27.3%
(0.104) (0.125) (0.160)

Delphi Method 0.94*** 0.46*** 1.40*** 50.2%
(0.221) (0.160) (0.185)

Loss Function 0.45*** .78*** 1.23*** 71.9%
(0.160) (0.158) (0.177)

Forecast Horizon 0.75*** .375** 1.13*** 39.1%
(0.211) (0.154) (0.212)

N 40 40 40 40

The coefficients in columns 1-3 represent the paired average difference between Survey 1 and 2
(column 1), Survey 2 and 3 (column 2), and Survey 1 and 3 (column 3). Column 4 is the overall
percent change. Standard errors are in parentheses. I drop all participants who did not complete
all three learnings surveys for each of the four learning objectives. Asterisks denote significance at
the 1% (***), 5% (**) and 10% (*) levels for a standard two-tailed t-test.

ipating this problem, I included questions on Surveys 2 and 3 that asked student to

reflect on and revise their previous level of understanding for each learning objective.

Students made very little revision to their initial levels of understanding. A graph of

those results can be found in Appendix B. The ultimate take-away from the learning

data is that both the exercise and follow-up discussion are important components

in maximizing student learning and these gains were made beyond typical in-class

discussions and textbook readings.

4 Alterations and Adaptations

The fundamental objective of this exercise is to make students use information of

various types and qualities to make decisions. In doing so, they must think critically
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about the role and value of data. This section outlines suggestions for adjusting

the exercise to different classroom contexts, while maintaining this central learning

objective. Several alterations should make the game shorter, and therefore fit bet-

ter into most class periods. Based on the data, and subsequent iterations in my

own classroom, I do not believe these alterations will have a meaningful impact on

learning outcomes. First, the learning surveys themselves are a time commitment.

For educators who trust the external validity of this study, and the benefits of ac-

tive learning more generally, this is the most straightforward alteration to save time.

Similarly, learning outcomes can still be measured using only a pre- and post-test

excluding the learning survey between the exercise and discussion. The number of

rounds could also be shorten by cutting out a Delphi round (rounds 2 through 4) or

a round that shortens the forecast horizon (rounds 9 through 11).

The exercise can be readily adapted to accommodate statistical models in fore-

casting, time series, or general econometrics classrooms. This allows students to

use a wider range of tools and potentially discuss drawbacks of objective forecasting

tools in addressing the importance of various types of information. Particularly for

Principles classes, the forecast objective can be altered to better fit course objectives.

While the macro classroom might use GDP, inflation, or exchange rates the day be-

fore a new data release, a micro classroom could use gas prices for the following day

to think about supply and demand. Instructors can also experiment with different

types of data. For exchange rates, information about trade flows force students to

draw inferences between trade and exchange rates, much like the current exercise

does with interest rates and exchange rates. Regardless of the alterations, the data

should be of various types, qualities, and levels of applicability to engage students in

thinking about its value.

Finally, instructors wanting to discuss exchange rates in more detail, for instance
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in an international trade course, could tie this game to the well-documented debate

in the literature about the behavior of real and nominal exchange rates. Starting

with Meese and Rogoff (1983) real exchange rates have been found to behave quite

erratically in the short-run, even as they tend to revert to a long-run average (Jorion

and Sweeney, 1996; Lothian and Taylor, 1996).12 This rich literature on real exchange

rates provides a potential link to in-depth conversations about nominal vs. real

exchange rates, forecast horizons, and mean reversion.

5 Conclusion

This paper discusses an in-class exercise that engages students in thinking critically

about the usefulness and quality of different types of economic data through the lens

of forecasting. These skills, in line with the emphasis on information literacy in higher

education, help prepare students to thrive in a data intensive world. This particular

exercise not only engages students as forecasters to think critically about data, it

also embeds course-specific concepts related to forecasting. The forecasts made by

students during the exercise can be used to facilitate a productive post-exercise dis-

cussion about how more data generally leads to better forecasts or decisions; however,

some data, without proper context, can lead to decreases in forecast performance or

greater uncertainty.

Importantly, I document students’ self-reported learning across several learning

objectives. With regard to the role of information in forecasting, students reported a

27.3% increase in their understanding, while forecasting-specific content increased by

39.1% to 72.9% depending on the objective. Given that I introduce all of these topics

12The interested reader should consult Engel et al. (2008) for a careful explanation of this rather
large literature.
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through course readings and in lecture prior to the exercise, I interpret these learning

results as evidence of the complimentarity of different teaching methods. In this case,

augmenting the course with this active learning exercise increases student learning for

important job skills and forecasting concepts. The exercise’s central tenet, and one

that can be readily generalized to any economics classroom, is to transform students

into decision makers who are forced to contextualize large amounts of potentially

unfamiliar data. In doing so, we can continue to adapt our classroom methods to

address the needs of a progressively data-driven economy.
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A Data Releases

Information in parentheses refers to the series ID on the Federal Reserve Economic
database (FRED). Web links are for the graphs I presented to students.

• Round 1: Only individual student priors

• Round 2: All forecasts from Round 1

• Round 3: All forecasts and the average forecast from Round 2

• Round 4: All forecasts and the average forecast from Round 3

• Round 5: All forecasts, confidence levels, and the average forecast from Round
4

• Round 6: A graph of monthly Japanese interest rates (interbank) from Jan.
1997 - Mar. 2015 (IRSTCI01JPM156N)

– https://fred.stlouisfed.org/graph/?g=kCYl

• Round 7: The average monthly rupee/dollar exchange rate from Jan. 2000 -
Jan. 2016 (49.1 rupees/dollar) (EXINUS)

• Round 8: A graph of the difference between U.S. and India interest rates from
Jan. 2000 - Feb. 2015 (IRSTCI01INM156N, FEDFUNDS)

– https://fred.stlouisfed.org/graph/?g=kCZX

• Round 9: A graph of the monthly average rupee/dollar exchange rate from
Jan. 2000 - Dec. 2012 (EXINUS)

– https://fred.stlouisfed.org/graph/?g=kCZz

• Round 10: A graph of the monthly average rupee/dollar exchange rate from
Jan. 2000 - Dec. 2014 (EXINUS)

– https://fred.stlouisfed.org/graph/?g=kCZJ

• Round 11: A graph of the monthly average rupee/dollar exchange rate Jan.
2000 - present (EXINUS)

– https://fred.stlouisfed.org/graph/?g=kCZP
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Figure 4: Historical Rupee/Dollar Exchange Rate

Vertical lines denote cut-offs for data released in rounds 9-11 of the exercise. The rupee/dollar
exchange rate is available from FRED (series ID EXINUS).
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B Additional Results

Figure 5: Self-Reported Learning Gains

Each line represents the average self-reported level of understanding for one of the learning objectives
during each of the three phases of the active learning exercise. Results have been pooled across
sections for visual clarity.
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Figure 6: Students’ Revisions of their Initial Understanding

Each line represents the average self-reported level of understanding for each learning objective.
Instead of reporting their current level of understanding, this graph illustrates students’ reflections
on their initial level of understanding at three points in time. The fact that the lines are flat indicates
students had a relatively good idea of “what they didn’t know” prior to the game. Results have
been pooled across sections.
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C Forecasting Form and Learning Assessment Instrument

Figure 7: Forecasting Form

Participant #__________________                    Round #___________________ 

 

My forecast for the rupee/dollar (how many rupees does it take to buy $1) exchange rate is: 

________________________rupee/$ 

On a scale of 1-5 with 1 being not at all confident and 5 being very confident, how confident are you in 

your forecast? Remember the role this will play in the loss function, which is used to determine the 

winners. 

________________________(1-5 score) 

What information, particularly new information, are you basing your forecast on? It does not need to be 

information that has been revealed as part of the game. Please provide your answer below. 
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Figure 8: Learning Survey

Participant #_____________________ 
 

Page 1 of 2 
 

Learning Survey 1: Assessing your understanding before the game 
 
Please answer the following questions honestly. Remember your answers here have no influence on 
your grade in the course and are anonymous. The point of this survey is to assess how well you learn 
from the game. It is perfectly acceptable to write something like “no idea.” 
 
 

1) In your own words, what is the Delphi Method? 
 
 
 
 
 

a. On a scale of 1-5 with 1 being very limited understanding and 5 being perfect 
understanding, how well do you think you understand the Delphi Method, including its 
strengths and weaknesses? Please circle: 
 

1 2 3 4 5 
 
 

2) In your own words, what role does information play in making forecasts? Be specific. 
 
 
 
 
 

a. On a scale of 1-5 with 1 being very limited understanding and 5 being perfect 
understanding, how well do you think you understand the role of information in making 
forecasts? Please circle: 
 

1 2 3 4 5 
 
 

3) Is all information equally important for forecasting? Explain. 
 
 
 
 
 

4) What is a loss function, and how are they used in forecasting? 
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Figure 9: Learning Survey Cont.

Participant #_____________________ 
 

Page 2 of 2 
 

a. On a scale of 1-5 with 1 being very limited understanding and 5 being perfect 
understanding, how well do you think you understand loss functions and their role in 
forecasting? Please circle: 
 

1 2 3 4 5 
 
 
 

5) What is a forecast horizon and how should it affect forecast accuracy? Why? 
 
 
 
 
 

a. On a scale of 1-5 with 1 being very limited understanding and 5 being perfect 
understanding, how well do you think you understand forecast horizons and their 
effects on forecast accuracy? Please circle: 
 

1 2 3 4 5 
 

30



Figure 10: Learning Survey 2

Participant #_____________________ 
 

Page 1 of 2 
 

Learning Survey 2: Assessing your understanding after the game 
 
Please answer the following questions honestly. Remember your answers here have no influence on 
your grade in the course and are anonymous. The point of this survey is to assess how well you learn 
from the game. It is perfectly acceptable to write something like “no idea.” 
 
 

1) In your own words, what is the Delphi Method? Think about the role it played in our forecasting 
game.  

 
 
 
 
 

a. On a scale of 1-5 with 1 being very limited understanding and 5 being perfect 
understanding, how well do you think you understand the Delphi Method, including its 
strengths and weaknesses? Please circle: 
 

1 2 3 4 5 
 

b. On the same scale how well do you think you understood the Delphi Method, including 
its strengths and weaknesses before the game? I am asking you to reevaluate you 
understanding prior to the game. For instance, if you were to circle 3 for both parts a. 
and b., it would tell me that the game taught you nothing new. Please circle:  
 

1 2 3 4 5 
 

 
2) In your own words, what role does information play in making forecasts? Be specific using 

information from the game. 
 
 
 
 
 

a. On a scale of 1-5 with 1 being very limited understanding and 5 being perfect 
understanding, how well do you think you understand the role of information in making 
forecasts? Please circle: 
 

1 2 3 4 5 
 

b. On the same scale how well do you think you understood the role of information in 
making forecasts before the game? I am asking you to reevaluate you understanding 
prior to the game. Please circle:  
 

1 2 3 4 5 
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Learning Survey 2 Cont.

Participant #_____________________ 
 

Page 2 of 2 
 

 
 

3) Is all information equally important for forecasting? Explain using what you learned from the 
game.  

 
 
 
 
 

4) What is a loss function and how are they used in forecasting? 
 
 
 
 
 

a. On a scale of 1-5 with 1 being very limited understanding and 5 being perfect 
understanding, how well do you think you understand loss functions and their role in 
forecasting? Please circle: 
 

1 2 3 4 5 
 

b. On the same scale how well do you think you understood loss functions and their role in 
forecasting before the game? I am asking you to reevaluate you understanding prior to 
the game. Please circle:  
 

1 2 3 4 5 
 
 
 

5) What is a forecast horizon and how should it affect forecast accuracy? Did you learn anything 
about forecast horizons from the game? 
 
 
 
 
 

a. On a scale of 1-5 with 1 being very limited understanding and 5 being perfect 
understanding, how well do you think you understand the forecast horizons and their 
effects on forecast accuracy? Please circle: 
 

1 2 3 4 5 
 

a. On the same scale how well do you think you understood the forecast horizons and their 
effects on forecast accuracy before the game? I am asking you to reevaluate you 
understanding prior to the game. Please circle:  
 

1 2 3 4 5 
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Figure 11: Learning Survey 3

Participant #_____________________ 
 

Page 1 of 3 
 

Learning Survey 3: Assessing your understanding after the follow-up discussion 
 
Please answer the following questions honestly. Remember your answers here have no influence on 
your grade in the course and are anonymous. The point of this survey is to assess how well you learn 
from the game. It is perfectly acceptable to write something like “no idea.” 
 
 

1) In your own words, what is the Delphi Method? Think about the role it played in our forecasting 
game.  

 
 
 
 
 

a. On a scale of 1-5 with 1 being very limited understanding and 5 being perfect 
understanding, how well do you think you understand the Delphi Method, including its 
strengths and weaknesses? Please circle: 
 

1 2 3 4 5 
 

b. On the same scale how well do you think you understood the Delphi Method, including 
its strengths and weaknesses before the game? I am asking you to reevaluate you 
understanding prior to the game Please circle:  
 

1 2 3 4 5 
 

 
2) In your own words, what role does information play in making forecasts? Be specific using 

information from the game. 
 
 
 
 
 

a. On a scale of 1-5 with 1 being very limited understanding and 5 being perfect 
understanding, how well do you think you understand the role of information in making 
forecasts? Please circle: 
 

1 2 3 4 5 
 

b. On the same scale how well do you think you understood the role of information in 
making forecasts before the game? I am asking you to reevaluate you understanding 
prior to the game. Please circle:  
 

1 2 3 4 5 
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Learning Survey 3 Cont.

Participant #_____________________ 
 

Page 2 of 3 
 

 
3) Is all information equally important for forecasting? Explain using what you learned from the 

game.  
 
 
 
 
 

4) What is a loss function and how are they used in forecasting? 
 
 
 
 
 

a. On a scale of 1-5 with 1 being very limited understanding and 5 being perfect 
understanding, how well do you think you understand loss functions and their role in 
forecasting? Please circle: 
 

1 2 3 4 5 
 

b. On the same scale how well do you think you understood loss functions and their role in 
forecasting before the game? I am asking you to reevaluate you understanding prior to 
the game. Please circle:  
 

1 2 3 4 5 
 
 
 

5) What is a forecast horizon and how should it affect forecast accuracy? Did you learn anything 
about forecast horizons from the game? 
 
 
 
 
 

a. On a scale of 1-5 with 1 being very limited understanding and 5 being perfect 
understanding, how well do you think you understand the forecast horizons and their 
effects on forecast accuracy? Please circle: 
 

1 2 3 4 5 
 

a. On the same scale how well do you think you understood the forecast horizons and their 
effects on forecast accuracy before the game? I am asking you to reevaluate you 
understanding prior to the game. Please circle:  
 

1 2 3 4 5 
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Learning Survey 3 Cont.

Participant #_____________________ 
 

Page 3 of 3 
 

6) How did the loss function influence your forecasts? 
 
 
 
 
 

7) What did you like most about this game? 
 
 
 
 
 

8) What did you like least about this game? 
 
 
 
 
 

9) What did you find most surprising in the game? 
 
 
 
 
 

10) Looking back at how your understanding of concepts evolved during the game, where do you 
think you made the most progress? Why? 
 
 
 
 
 

11) Do you think you learned the most from the game, the follow-up discussion, or did you learn 
very little from them? Explain.  
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